A CROSSLINGUISTIC CORPUS STUDY OF SILENT AND FILLED PAUSES:
WHEN DO SPEAKERS USE FILLED PAUSES TO FILL PAUSES?
Ralph Rose¹ and Michiko Watanabe²

¹Waseda University, ²National Institute for Japanese Language and Linguistics
¹rose@waseda.jp, ²watanabem@ninjal.ac.jp

ABSTRACT
During spontaneous speech production, speakers inevitably pause silently due to various causes. Often, speech resumes normally afterward without message interruption. But sometimes, silence is terminated with a filled pause (English uh/um, Japanese eː/eːto). The present study examines whether such filled pauses may be regarded as “pause fillers”: that is, if a speaker pauses longer than some (e.g., culturally-determined) silence threshold, they are likely to fill the silence with a marker (here, a filled pause). Four questions are examined: (1) do speakers use filled pauses as pause fillers, (2) does this differ between native English and Japanese, (3) does Japanese speakers’ silence threshold differ between their first and second languages, and (4) are such differences modulated by second language proficiency? Results from a study of two monologic speech corpora suggest that the answer to all questions is “yes”, but only with utterance-internal rather than -boundary pauses.

Keywords: silent pauses, filled pauses, speech prosody, speech corpora, hesitation phenomena

1. INTRODUCTION
Speakers engaging in unscripted speech will inevitably find themselves from time to time unable to continue their speech immediately. This could happen after the end of one utterance or even mid-utterance. In either case, they may become temporarily silent at this point before resuming. Sometimes, this silence may be terminated with the beginning of a new utterance, and other times, the termination will be with a resumption of the current utterance. Sometimes, the termination will occur with a filled pause of a conventional form in the language of their speech (e.g., uh/um in English) before speech resumes normally. This filled pause may be seen as “filling” some (further) silence that would have otherwise occurred in its place. Furthermore, the motivation for its use could be that the speaker realizes their silence will exceed some threshold for normal silence. This hypothesis—herein called the “pause filler hypothesis” and motivated in part by work as far back as Maclay and Osgood [8] inter alia—is partially examined in the present work.

Under this hypothesis, the use of filled pauses as pause fillers could be modulated by language. That is, for speakers of languages where cultural norms allow lengthy silence, the silence threshold could be longer and the onset of pause fillers might be delayed compared to speech in other languages whose cultures evaluate silence more negatively. Alternatively, nonnative speakers of a language with a different cultural value of silence than that of their native language may show some variation in their speech production as a transfer effect. The present study examines pause fillers within these crosslinguistic comparisons using two speech corpora.

2. BACKGROUND

2.1. Filled pauses
Filled pauses are conventionalized phonemic forms that carry no propositional value (though they may have a pragmatic purpose) and delay message transfer. In English, typical forms are uh [əː] and um [əm] [3, 6, 8, 10, 16]. In Japanese, forms are more varied, but by far the most common are e- [ɛː] and e-to [ɛːto] [9].

The label “filled pause” is somewhat controversial, with one point of contention being their nature. Some researchers (cf., [3, 17]) argue that they are not “pauses” at all but are intentionally-chosen devices used to communicate expectations about problems in language production. Some alternative names for the phenomenon thus include “hesitation fillers” and “ah-phenomena”. Other researchers argue against the notion of filled pauses as words or intentionally selected devices (cf., [4, 5]), instead regarding them as something more like nonverbal tics. The present study makes use of the terms “fill” and “pause” as a terminological convenience, but is not committed to any particular side in the above debate. The somewhat intermediate view taken herein views filled pauses as occurring when a speaker realizes the silence threshold will be exceeded and then uses them to fill (or replace) what would have been further silence.

2.2. Silence threshold
Numerous factors are hypothesized to influence the silence threshold. Previous research shows that the
occurrence of silent and filled pauses is influenced by the discourse-syntactic context: In general, pauses are longer and more frequent at major boundaries than at minor boundaries (e.g., in English [3, 18] and in Portuguese [13]). It is conceivable that the silence threshold is longer at such major boundaries: Speakers give themselves longer to prepare a major following constituent, and listeners may also cooperatively allow them to do so. But pauses at minor or non-boundary locations may be regarded as unwarranted and hence the allowable silence may be shorter, lest it generate confusion in communication. But this may vary crosslinguistically. In Japanese, for example, silent pauses show a distribution similar to that described above, but filled pauses do not [20]. This could be culturally driven. Japanese (and some other Asian languages) has been described by sociologists as being more tolerant of silence (cf., [7, 11, 12]). This could influence the Japanese speaker’s threshold length and, hence, their use of filled pauses as pause fillers. Yet another influence on silence threshold could arise in the context of second language (L2) speech. Nonnative speakers may be less proficient in the language and therefore have no choice but to pause longer and perhaps in what might otherwise be unusual locations for the native (L1) speaker. They might therefore show a longer silence threshold than they normally would (cf., transfer effects as described in [15, 19]). On the other hand, as they become more proficient in the second language, they might show a silence threshold that is more in line with that of the target language (e.g., Japanese learners of English might begin to use a shorter threshold, particularly at major boundaries).

3. METHOD

The present work aims to answer four research questions, as follows.

(1) Do speakers use filled pauses as pause fillers?
(2) Does this differ between native languages?
(3) Does speakers’ silence threshold differ between their first and second languages?
(4) Are such differences modulated by second language proficiency?

3.1. Spontaneous speech corpora

For the purpose of answering these questions, L1 and L2 speech in two different speech corpora were analyzed. While these two corpora are not directly related to one another, they have comparable elements in the context of the present work.

3.1.1. Corpus of Presentations in English

The Corpus of Presentations in English (COPE, [21]) consists of narrative speech by 20 university-aged native speakers of North American English. Speakers were given ten minutes to make notes and prepare to give an otherwise unscripted ten-minute talk on their most memorable experience. As a whole, the corpus consists of 41,062 words in 3.8 hours of speech. This includes 7,156 silent pauses and 1,442 filled pauses.

3.1.2. Crosslinguistic Corpus of Hesitation Phenomena

The Crosslinguistic Corpus of Hesitation Phenomena (CCHP [14]) is a corpus of speech in response to three different tasks: reading aloud, picture description, and topic narrative. 35 university-aged native speakers of Japanese performed each task for approximately three minutes in both Japanese (their L1) and English (their L2). For the present work, only the unscripted speech portions (excluding reading aloud) were used. This consists of 40,870 words in 9.2 hours of speech and includes 13,648 silent pauses and 3,680 filled pauses. The corpus also contains a general L2 proficiency estimate (on a course scale, 1-7) based on self-reported performance on standardized tests (typically focused on receptive skills), living abroad experience, and self-assessment of proficiency.

3.2. Extracted data

To test the basic pause filler hypothesis, the relevant comparison is between the duration of standalone silent pauses and the total duration of pauses starting with silence and then terminating in a filled pause. Hence, for all silent pauses in both corpora, duration measurements were taken of silent pauses as well as silent plus filled pauses using Praat [2]. For all of these pauses, also recorded was whether they occurred at an utterance boundary, or utterance-internally. Finally, the CCHP L2 proficiency estimates were used to separate speakers into two broad proficiency groups: low and high (17 speakers in each group; one speaker for whom no L2 proficiency information was available was excluded from the analysis).

In order to evaluate research questions (1) and (2), the L1 English data from COPE and the L1 Japanese data from CCHP were used. To evaluate research questions (3) and (4), the L1 Japanese data and L2 English data from CCHP were used. Statistical tests were performed using mixed effects modeling using duration, language, and L2 proficiency group as fixed effects and participants (speakers) as random effects. Because the distribution of pause duration is log-normal, the glmmPQL() function in the MASS
package (ver. 7.3-45) in R (ver 3.3.2) was used because it provides the option to specify the GLM family (i.e., \texttt{gaussian(link="log")}).

One further comment is warranted regarding the analysis. In much work, pause duration is known to vary somewhat with speech rate. As a result, many researchers normalize pause duration measurements with respect to speech rate. In the analysis presented here, this was not done: pause durations are the raw durations. This is because the pause filler hypothesis is predicated on the idea that the silence threshold is a shared property among a community of language speakers. Hence, I assume that speakers will observe a common silence threshold duration, in real-time. [Note: Although there is no space to report it here in detail, an alternative statistical analysis based on normalized durations showed the same overall trends that are reported below.]

4. RESULTS

As noted above, different factors may influence the silence threshold at utterance boundary vs. internal locations. Therefore, the results for each of these are presented separately below.

4.1. Utterance boundary pauses

Results (Fig. 1 left) show that utterance boundary pauses are longer in L1 Japanese than in L1 English \([t(52)=19.8, \ p<0.001]\) and further that in both languages, silent plus filled pauses are longer \([t(2642)=8.8, \ p>0.001]\). However, a significant interaction between duration and language \([t(2642)=3.8, \ p<0.001]\) suggests that the difference between the two pause types is weaker in L1 Japanese. Under this model, the marginal \(R^2 = 26.7\%\).

Results (Fig. 1 right) also show that utterance boundary pauses are longer in L2 English than in L1 Japanese \([t(1840)=6.0, \ p<0.001]\) and further that in
both languages, silent plus filled pauses are longer \[ t(1840)=3.7, \ p>0.001 \]. However, no other main effect nor interaction was observed and the marginal \( R^2 = 1.9\% \).

4.2. Utterance-internal pauses

Utterance-internal pauses show a much clearer pattern of results than do utterance boundary pauses. The internal pauses (see Fig. 2 left) are longer in L1 Japanese than in L1 English \[ t(52)=8.2, \ p<0.001 \] and in both languages, silent plus filled pauses are longer than plain silent pauses \[ t(10,266)=18.6, \ p<0.001 \]. The lack of an interaction between duration and language \[ t(10,266)=1.2, \ \text{n.s.} \] further shows that the difference between the two pause types is consistent across languages. For the model as a whole, \( R^2 = 29.7\% \).

Results (Fig. 2 right) show that utterance-internal pauses are longer in L2 English than in L1 Japanese \[ t(10,353)=15.6, \ p<0.001 \] and also that silent plus filled pauses are longer than standalone silent pauses \[ t(10,353)=18.0, \ p<0.001 \]. Furthermore, an interaction between L2 proficiency group and pause type \[ t(10,353)=3.0, \ p<0.005 \] shows that the difference between the pause types is larger for low proficiency than high proficiency speakers. For the model, marginal \( R^2 = 10.4\% \)

5. DISCUSSION

The present work has sought to examine the pause-filler hypothesis—the idea that speakers who anticipate their ongoing silence to exceed some threshold will fill the pause with a filled pause—with respect to the four questions listed at the start of Section 3 above.

Results from the two crosslinguistic speech corpora suggest that the answer to all four questions is yes, but with some qualifications. First, the difference between the pause types for utterance boundary pauses is weaker in L1 Japanese than in L1 English. Further, the difference is consistent between L1 Japanese and L2 English suggesting that they are weak in both cases, regardless of L2 proficiency. Hence, for utterance boundary pauses, L1 English speakers use filled pauses as pause fillers but L1 Japanese and L2 English speakers do not; or do so only weakly and with a longer silence threshold.

For utterance-internal pauses, however, the difference between pause types is consistently strong across all three language variants, and, it seems, especially strong for low proficiency L2 English speakers. Hence, for utterance-internal pauses, all speakers use filled pauses as pause fillers with silence thresholds showing the following order: L1 English < L1 Japanese < low proficiency L2 English < high proficiency L2 English. Interestingly, the results even show that the low proficiency L2 English speakers actually maintain the longer silence threshold even when speaking in L1 Japanese. This suggests that it could be an aspect of their L1 behavior that determines the nature of their L2 performance, hence, a transfer effect from their L1 [15, 19].

The difference between the utterance boundary and non-boundary cases is interesting in light of the pause filler hypothesis. The weaker effect of pause-filling at utterance boundaries suggests that the motivation to observe the threshold is not as important at when the speaker is preparing a subsequent utterance. This is not inconsistent with previous findings which show that speakers use more and longer filled pauses at major than minor boundaries. It just means that they are not as concerned about filling silence that may occur at those places. But they are more concerned at non-boundary locations where an overly long silent pause might seem odd, or even serve as an incorrect signal that the following constituent might be a major constituent (cf., [1]).

One potential empirical criticism of the present work is the way that the pause-filler notion has been operationalized. Here, the motivator of pause-filling has been the total duration of the silent pause plus its immediately following filled pause. But, an alternate concept of the motivator is the duration of the silent portion alone. That is, if the silence itself exceeds some threshold, a filled pause will be initiated. While it is not possible to present the statistical details here, this alternative version of the pause-filler hypothesis was tested. Results actually show the same general pattern of results as already presented here, with a stronger distinction between utterance boundary and utterance-internal pauses (i.e., the former showing almost no significant effects at all).

Finally, while the present research examines filled pauses as pause fillers, it should be noted that the results here do not conclusively confirm the pause-filler hypothesis but are merely consistent with the hypothesis. Further work testing the hypothesis in a controlled experimental paradigm designed to measure the production or even perception of filled pauses as pause fillers is necessary.

Nonetheless, the data presented here is somewhat unique in that most studies of silent and filled pauses have looked at the silence after the filled pause (e.g., [3]). While there are some that look at the silence before filled pauses (e.g., [22]), few (if any) have compared silent and filled pauses to standalone silent pauses using crosslinguistic corpora as reported herein. It is hoped that this data provides a new view on the rather older question of whether filled pauses actually fill pauses.
6. REFERENCES


